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Prerequisites

A prerequisite for this course is MATH2801/2901. A recommended prereq-
uisite is MATH2831/2931 (Higher Linear Models). If you have not done the
recommended prerequisite courses, make sure that you:

• know sufficient statistical theory to be comfortable working with like-
lihood functions; (see appendix of recommended textbook below)

• are able to algebraically integrate and differentiate;

• have competency in at least one programming language such as R,
Matlab, Julia, Python.

Quiz 1 will test your background knowledge and assumed skills. The lecturer
can provide course notes for the MATH2831/2801 and MATH2801/2901, if
you wish to fill in gaps in your knowledge.

Delivery Mode:

On regular weeks the course will have 4 contact hours. On regular weeks
there will be two 2-hour lectures.
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Syllabus topics (reference to recommended book):

Week 1 Handling Data/Python Primer (book Appendices)
Week 2 Supervised & Unsupervised Learning (Chapter 2)
Week 3 Tradeoffs in Statistical Learning (Chapter 2)
Week 4 Bayesian learning & model selection (Chapter 2)
Week 5 Unsupervised Learning: kde & clustering (4.2-4.6)
Week 6 Regression (5.2, 5.3, 5.5, 5.7)
Week 7 Regularization and Lasso (6.2)
Week 8 Logistic Regression & Classification (7.3-7.5)
Week 9 Feed-Forward Nets (time permitting)
Week 10 Back-Propagation Algorithm (time permitting)

Course Description

The purpose of this course is to provide an accessible introduction to the
basic ideas in data science and machine learning. It is intended for anyone
interested in gaining a better understanding of the mathematics and statistics
that underpin the rich variety of ideas and machine learning algorithms in
data science. This understanding is needed, because computer implementa-
tions come and go, but the underlying key ideas and algorithms will remain,
and will form the basis for ongoing research and future practice. Particular
focus will be on the fundamental statistical properties and analysis of a se-
lect few popular techniques for learning, classification and prediction. This
course will include a hands-on experience with implementing algorithms and
running code to solve computationally intensive statistical problems. The
course will also include a limited development of solid theoretical (theorems
follows by proofs) analysis in the simplest settings.

Course Learning Outcomes

1. This course is expected to give students an understanding of the fun-
damentals of machine learning and basics of data mining, which is es-
sential for anyone contemplating a career as a professional statistician
or data analyst in industries reliant upon such expertise.

2. The student should develop a working knowledge of the statistical and
theoretical underpinnings of the topics covered.
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3. The student is expected to develop applied working knowledge of the
methodologies covered, largely through applications in assignments dur-
ing semester. It is stressed that this course is aimed at fundamental
statistical properties of these methods, it is not a course on application
of computer software.

Teaching Strategies

New ideas and skills are introduced and demonstrated in lectures and through
recommended reading of supplementary material such as research papers,
then students develop these skills by applying them to specific tasks in as-
sessments. The lectures will follow closely the material in the book: Kroese et
al, Data Science and Machine Learning: Mathematical and Statistical Meth-
ods, 2019, CRC Press. See below for more information.

Material and excerpts from the recommended book will be provided to
the students during the course, as well as tutorial/lab problems for practice
and to develop understanding of the course material.

Assessment

Assessment Weight Date
Final Exam 60% See examinations timetable.
Class Test 1 15% in Lecture in week 3 (approximate – see class)
Class Test 2 20% in Lecture in week 9 (approximate – see class)
Class Participation 5% Throughout semester

Course assessment will consist of 60% final examination (2 hours). Two tests
(quizzes) will be given during the regular lectures. The quiz questions (cover-
ing the computational, modelling and theoretical aspects of the course) will
be randomly drawn from the tutorial/lab sheets released prior to the tests.
Thus, the students will be given the opportunity to practice and attempt the
quiz questions prior to the actual in-class test.

The class participation component will require a student to answer at
least one question during the course of all lectures/labs/tutes/consultations.

Recommended Reading Material

The content for this course is mainly drawn from the following book:
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D. P. Kroese, Z. Botev, T. Taimre, and R. Vaisman, Data Science and
Machine Learning: Mathematical and Statistical Methods, 2019, CRC Press.

The book can be obtained from here:
https://www.crcpress.com/Data-Science-and-Machine-Learning-Mathematical-and-Statistical-Methods/

Kroese-Botev-Taimre-Vaisman/p/book/9781138492530

A pdf of the book will be made available during the course.
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